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Abstract. The paper presents a study of change control and human oversight 

mechanisms for governed, non-authoritative large language model (LLM) assistance 

in anti-money laundering (AML) case triage. While operational monitoring 

frameworks enable institutions to observe production behavior, sustained 

regulatory defensibility additionally requires structured validation flows and 

controlled change management that bind model, template, and validator evolution 

to measurable evidence and explicit human accountability. The study proposes a 

governance-oriented validation lifecycle that integrates pre-deployment checks, 

post-deployment surveillance, and supervisory escalation paths, with human-in-

the-loop controls formally embedded into each phase. Quantitative metrics are 

introduced to evaluate validation stability, override behavior, and post-change 

risk exposure. A BPMN-based process model is presented to illustrate how governed 

change flows support supervisory readiness in the face of regulatory scrutiny. 

The purpose of the work is to determine how structured change control and human 

oversight can be operationalized for LLM-assisted AML triage through measurable 

validation metrics and governed workflows, and to assess how these mechanisms 

contribute to sustained audit readiness. The methodology encompasses: formalizing 

validation stages across the LLM lifecycle, defining quantitative indicators for 

change impact and human intervention, modeling governed change workflows using 

BPMN, and analyzing their suitability for supervisory review and quality 

assurance. The scientific novelty. For the first time, change control and human 

oversight for LLM-assisted AML triage are formalized as an integrated validation 

lifecycle with explicit metrics for override pressure, post-change deviation, and 

human acceptance behavior, enabling auditable evidence of sustained governance 

beyond initial deployment. The practical value lies in providing compliance, QA, 

and engineering teams with a defensible framework for managing LLM changes in 

production, thereby reducing uncontrolled drift, mitigating automation bias, and 

strengthening institutional readiness for regulatory inspections. Conclusions. 

Effective governance of LLM assistance in AML triage depends not only on monitoring 

outputs but also on controlled validation and change processes that explicitly 

integrate human judgment. The results demonstrate that structured change control 

combined with quantitative oversight metrics significantly improves supervisory 

defensibility compared to ad hoc or informal update practices.  

Keywords: anti-money laundering; LLM governance; change control; validation; human 

oversight; audit readiness. 
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Relevance of the Problem. AML case triage operates under 

continuous regulatory oversight, where not only decisions but 

also the processes that produce them are subject to review 

(Federal Financial Institutions Examination Council, 2026). 

When LLM assistance is introduced into drafting workflows, 

the system becomes a living socio-technical artifact whose 

behavior evolves as models are updated, prompt templates are 

refined, validators are tuned, and upstream data schemas 

change (National Institute of Standards and Technology, 

2023). Each modification introduces the possibility of 

altered narrative behavior, weakened evidence grounding, or 

shifts in human reliance that can elevate automation bias 

risk (Kücking et al., 2024). AML guidance emphasizes risk-

based controls, traceability, and defensible documentation, 

implying that AI-assisted drafting must remain demonstrably 

controlled during operation—not only at design time 

(Financial Action Task Force, 2012; Basel Committee on Banking 

Supervision, 2020; European Banking Authority, 2021).  

Analysis of Recent Studies and Publications. Lifecycle AI 

governance frameworks emphasize that controls must extend 

through deployment and operation, including continuous 

validation, incident response, and change management 

(National Institute of Standards and Technology, 2023; 

National Institute of Standards and Technology, 2024). 

Security baselines describe expectations for audit logging, 

access control, and operational oversight in sensitive 

workflows (National Institute of Standards and Technology, 

2020; International Organization for Standardization, 2022a; 

International Organization for Standardization, 2022b). In 

parallel, research on human–automation interaction shows that 

decision-support tools can induce systematic reliance errors 

when users overweight machine suggestions, particularly under 

time pressure or when outputs appear confident (Patton et 

al., 2023; Kücking et al., 2024). For LLM systems 

specifically, prompt injection and related attacks 

demonstrate that model behavior can be influenced by untrusted 

text, reinforcing the need to govern both inputs and change 

processes (Liu et al., 2024; Ferrag et al., 2025). 

Change control is also a drift-control problem. Survey 

work on concept drift emphasizes that meaningful operational 

shifts can occur without explicit model retraining, driven by 

distribution changes in data streams and context (Hinder et 

al., 2024). In regulated settings, additional constraints 

arise from privacy and accountability requirements affecting 

how evidence is retained and reconstructed (European Union, 
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2016; European Union, 2024). The operational gap is therefore 

not merely “testing a model” but establishing an auditable 

lifecycle: what changed, why it changed, how it was validated, 

who approved it, and how post-change behavior was monitored. 

Purpose of the Article. The purpose of this article is to 

define a structured change control and validation approach 

for governed LLM-assisted AML triage that embeds human 

oversight into each lifecycle stage. The objectives are to 

specify measurable metrics that capture post-change risk and 

human intervention patterns, to model a governed validation 

workflow suitable for supervisory review, and to assess how 

these mechanisms improve audit readiness compared to informal 

update practices (National Institute of Standards and 

Technology, 2023; Basel Committee on Banking Supervision, 2020). 

Presentation of the Main Research Material. Change 

control in governed LLM assistance must be treated as a first-

class operational process rather than an engineering 

afterthought (National Institute of Standards and Technology, 

2023). Each proposed change—whether to a model configuration, 

prompt template, validator rule set, or evidence schema—

should enter a controlled validation lifecycle. This 

lifecycle begins with change registration, where scope, 

rationale, and expected impact are documented. Pre-deployment 

validation then evaluates the change against representative 

historical cases, focusing on grounding quality, policy 

adherence, and human edit behavior (Robertson et al., 2025). 

Security validation must also consider GenAI-specific threat 

classes, including prompt injection and insecure output 

handling, which can become more likely if a change alters how 

external text is handled (OWASP Foundation, 2024; Liu et al., 

2024). 

A key quantitative indicator is the post-change deviation 

ratio, which measures how much core governance metrics shift 

following a change: 

 

𝐷𝑐 =
∣ 𝑀𝑝𝑜𝑠𝑡 −𝑀𝑝𝑟𝑒 ∣

𝑀𝑝𝑟𝑒
 

 

where 𝑀𝑝𝑟𝑒 and 𝑀𝑝𝑜𝑠𝑡 represent a monitored metric (e.g., 

provenance coverage, quarantine rate, or override rate) 

before and after the change. Elevated values of 𝐷𝑐indicate 

material behavioral impact and require escalation, rollback, 

or additional targeted validation (Hinder et al., 2024; 
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National Institute of Standards and Technology, 2024). 

Human oversight is operationalized through explicit 

approval gates and post-deployment surveillance. Even after 

a change is approved, enhanced monitoring and QA sampling are 

applied during a stabilization window to detect automation-

bias signals and workflow regressions (Kücking et al., 2024; 

Patton et al., 2023). A second indicator, the override 

pressure index, captures the extent to which humans bypass or 

correct system outputs: 
 

𝑂𝑃𝐼 =
𝑂

𝐴
 

where 𝑂is the number of supervisory overrides and 𝐴is the 
number of accepted drafts within the observation window. 

Rising 𝑂𝑃𝐼 suggests validator misalignment, template 

mismatch, or operational pressure that is being “absorbed” by 

human overrides rather than resolved at the control layer 

(Basel Committee on Banking Supervision, 2020; National 

Institute of Standards and Technology, 2023). 

 

Fig. 1 presents a BPMN model of the governed change and 

validation workflow.  

 

 
Figure 1 

Governed change control and validation workflow for LLM-assisted AML 

triage 
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The process illustrates how proposed changes flow through 

registration, sandbox validation, approval, controlled 

deployment, enhanced monitoring, and potential rollback. 

Human decision points are explicitly marked to ensure 

accountability and auditability (National Institute of 

Standards and Technology, 2020; International Organization 

for Standardization, 2022a). 

Table 1 summarizes core validation metrics and their 

governance interpretation. 

 

Table 1 
Validation and oversight metrics for governed LLM change control 

Metric Description Governance interpretation 

Post-change 

deviation ratio 

(D_c) 

Relative shift in 

core KPIs after 

change 

Detects material behavioral 

impact requiring escalation 

Override 

pressure index 

(OPI) 

Overrides per 

accepted drafts 

Signals validator/template 

misalignment or operational 

pressure 

Acceptance 

latency delta 

Change in review 

time post-

deployment 

Early warning of automation 

bias / rubber-stamping 

Quarantine 

rebound rate 

Increase in 

quarantines after 

update 

Indicates policy, schema, or 

validator conflicts 

 

Table 2 compares change control maturity across 

implementation approaches. 

 

Table 2 
Change control maturity across LLM-assisted AML implementations 

Approach Formal 

validation 

Human 

approval 

Post-change 

surveillance 

Audit 

readiness 

Ad hoc prompt 

updates 

No Informal Minimal Low 

Engineering-led 

updates 

Partial Limited Inconsistent Medium 

Governed change 

workflow 

Yes Explicit Continuous High 

 

Results and Discussion. The comparative analysis 

indicates that without formal change control, even governed 

LLM architectures can lose supervisory defensibility over 

time due to undocumented changes and uncontrolled behavioral 

drift. Informal updates accumulate “governance debt,” making 

it difficult to explain why outputs changed and whether 

controls remained effective. By contrast, structured 
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validation workflows create continuous evidence linking each 

change to measurable outcomes and human decisions, aligning 

with regulator expectations for controlled processes and 

defensible documentation. 

The metrics 𝐷𝑐 and 𝑂𝑃𝐼 support operational decision-

making. A spike in 𝐷𝑐can indicate that a template revision 

increased uncited claims or that a validator change altered 

quarantine behavior beyond acceptable bounds, while a rising 

𝑂𝑃𝐼may reveal that analysts are repeatedly overriding controls 
due to a mismatch between templates and emerging alert 

patterns. These are not “model accuracy” questions; they are 

governance questions about whether the institution remains in 

control of the drafting process. 

Human oversight remains both a safeguard and a risk 

factor. Empirical studies show that users can develop 

automation bias and over-rely on AI suggestions under 

uncertainty or time pressure. Therefore, governance should 

treat reductions in editing and review time as signals 

requiring contextual analysis rather than as unconditional 

success. Security findings on prompt injection reinforce that 

change control must also test how systems handle untrusted 

text and tool outputs, especially when changes adjust input 

formatting, retrieval, or instruction hierarchy. 

Conclusions. This article presented a structured approach 

to change control and human oversight for governed LLM-

assisted AML triage. By formalizing validation stages, 

embedding human decision points, and introducing quantitative 

oversight metrics (𝐷𝑐 and 𝑂𝑃𝐼), institutions can demonstrate 
sustained control over evolving AI-assisted workflows. The 

findings indicate that audit readiness improves when changes 

are governed through explicit workflows supported by post-

deployment surveillance and QA sampling, rather than informal 

engineering updates. 

Prospects for further research. Future research should 

empirically calibrate threshold values for 𝐷𝑐and 𝑂𝑃𝐼across 
alert types and institutions, validate the sensitivity of 

acceptance-latency signals for detecting automation bias in 

AML settings, and integrate adversarial testing into change 

workflows to address prompt injection and tool-mediated 

risks. Additional work is needed to evaluate validation 

strategies for retrieval-augmented workflows in regulated 

compliance contexts and to extend governance controls to 

multilingual triage operations. 
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