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Abstract. Traffic Sign Recognition (TSR) 1is a core perception component in
advanced driver-assistance systems and autonomous vehicles, where even infrequent
recognition failures can lead to severe safety consequences. Although modern TSR
models demonstrate high accuracy on widely used benchmarks, their robustness under
real-world physical tampering of traffic signs remains insufficiently studied and
poorly standardized. In practical environments, traffic signs are frequently
affected by stickers, graffiti, dirt, fading, abrasion, partial occlusion,
deformation, and reflective surface alterations, all of which can significantly
distort wvisual cues wused Dby recognition models. This paper proposes a
comprehensive benchmarking framework for evaluating TSR performance under real-
world physical tampering conditions. The framework introduces a structured
taxonomy of tampering types, severity levels, and an annotation protocol
applicable to both still images and short driving sequences. In addition to
conventional detection and classification accuracy, the benchmark emphasizes
temporal stability metrics to capture recognition flicker and persistent
misclassification across consecutive frames. An experimental evaluation design is
presented to compare baseline TSR models with tamper-aware robustness strategies.
The proposed benchmark aims to bridge the gap between laboratory evaluation and
real-world deployment, enabling more reliable and reproducible assessment of TSR
systems under realistic operating conditions..
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Introduction. Traffic signs provide critical regulatory
and warning information that directly influences driving
behavior. Automated recognition of traffic signs  has
therefore become an essential capability for modern driver-
assistance systems and autonomous vehicles. Over the past
decade, significant progress in TSR has been driven by
advances in deep learning and the availability of large-scale
annotated datasets. These Dbenchmarks typically include
variations in 1lighting, weather, viewpoint, and sign
categories, allowing models to achieve impressive performance

1 This work 1s distributed under the terms of the Creative
6 8 Commons Attribution—-ShareAlike 4.0 International License
(https://creativecommons.org/licenses/by—sa/4.0/).
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under controlled conditions [1].

However, real-world deployment reveals a persistent
mismatch between benchmark evaluation and operational
environments. Traffic signs in practice are rarely pristine.
They are frequently altered by physical factors such as
vandalism, environmental contamination, aging, and improper
installation. Stickers may partially cover digits, graffiti
can introduce misleading high-contrast patterns, dirt and
snow can obscure essential symbols, and reflective overlays
may cause glare or contrast inversion under headlights. Unlike
synthetic corruptions applied digitally, these physical
modifications interact with viewpoint, distance, and
illumination, producing complex and often systematic failure
modes [2].

Existing benchmarks do not consistently isolate or
quantify the impact of such physical tampering. As a result,
reported robustness improvements may not translate to real
roads, and comparisons across studies remain difficult. This
work addresses this gap by proposing a standardized benchmark
focused explicitly on real-world physical tampering of
traffic signs and its impact on recognition models. The main
contributions of this paper are: A taxonomy of real-world
physical tampering types and severity levels relevant to
traffic signs. A dataset design and annotation protocol
supporting reproducible evaluation, an evaluation suite that
combines conventional accuracy with temporal stability
metrics. An experimental design for assessing baseline and
robust TSR approaches under tampered conditions [3-5].

Related Work. Early TSR research focused on handcrafted
features and color-shape heuristics, which were highly

sensitive to occlusion and degradation. Deep learning
approaches later replaced these methods, achieving strong
performance on standard datasets. Several studies have

explored robustness under adverse weather, low illumination,
and digital corruptions such as blur or noise. More recent
work has examined physical-world perturbations in object
recognition, demonstrating that real physical modifications
can remain effective across viewpoints and distances.
However, 1in the TSR domain, physical tampering is often
treated implicitly as “hard samples” rather than as a first-
class evaluation dimension. Existing datasets rarely provide
explicit labels for tampering type or severity, and temporal
stability is typically ignored. This paper extends robustness
research Dby framing physical tampering as a structured

This work is distributed under the terms of the Creative 1 6 9
Commons Attribution-ShareAlike 4.0 International License
(https.//creativecommons.org/licenses/by—sa/4.0/).
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benchmark problem rather than an incidental dataset property.

Problem Definition. We consider the TSR task as consisting
of two stages:

-Detection, which localizes traffic signs in an image or
video frame.

-Recognition, which assigns a semantic class and, where
applicable, attributes such as speed limit value.

A traffic sign is considered physically tampered if its
visual appearance has been altered by real-world physical
factors after installation. These alterations may Dbe
intentional or incidental and can significantly modify or
obscure discriminative wvisual cues. The objective of this
benchmark is to quantify how different forms of physical
tampering affect TSR performance and to evaluate whether
robustness strategies mitigate these effects consistently
across conditions.

Taxonomy of Physical Tampering. Physical tampering 1is
grouped into five categories based on how visual information
is altered: Occlusive Tampering: stickers, tape, mud, snow,
leaves, or partial coverings that block portions of the sign.
Additive Pattern Tampering: graffiti, paint marks, or
drawings that introduce misleading visual structures.
Material Degradation: fading, abrasion, corrosion, or peeling
that reduce contrast and clarity. Geometric Deformation:
bending, dents, tilting, or warping that distort shape cues.
Reflective and Photometric Alterations: reflective films,
glare, wet surfaces, or retroreflective anomalies. Severity
Levels. Each tampering instance is assigned a severity level:
Low: minor alteration with most class-defining cues intact.
Medium: partial loss or distortion of key cues. High: major
cue loss or misleading appearance likely to cause
misrecognition. Severity labeling follows predefined visual
guidelines to reduce subjectivity. Benchmark Dataset Design.
Data Collection. The benchmark includes both still images and
short video sequences captured from vehicle-mounted cameras.
Data diversity is ensured across: urban, suburban, and highway
environments, varying illumination and weather, different
sign sizes and installation conditions. Sequences allow
analysis of recognition behavior as the vehicle approaches a
sign. Annotation Protocol Annotations include bounding boxes,
sign class labels, tampering category, severity level, and
sequence identifiers. For sequence data, frame-level
timestamps enable temporal evaluation. A subset of data is
double-annotated to estimate label consistency. Dataset

1 This work 1s distributed under the terms of the Creative
7 O Commons Attribution—-ShareAlike 4.0 International License
(https://creativecommons.org/licenses/by—sa/4.0/).
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Splits: Training, validation, and test splits are location-
aware and sequence-aware to prevent scene leakage. Additional
stress subsets focus on high-severity tampering cases [6].

Evaluation Methodology Accuracy Metrics. Detection and
recognition performance are evaluated using standard metrics
commonly adopted in TSR research, with class-balanced
reporting to account for uneven sign frequencies. Results are
reported separately for each tampering category and severity
level, enabling fine-grained diagnosis of model weaknesses.
For wvideo sequences, we evaluate: prediction consistency
across frames, frequency of class changes, confidence
fluctuation, duration of persistent misclassification. These
metrics capture safety-relevant failure modes invisible in
single-image evaluation.

Experimental Design. Baseline TSR models are evaluated
alongside robustness-enhanced variants, including tamper-
aware data augmentation and domain adaptation strategies.
Experiments are structured to answer the following guestions:
How does performance degrade under different tampering types?
Which robustness strategies generalize across tampering
categories? What trade-offs exist between clean-sign accuracy
and tamper robustness?
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Figure 1. Benchmarking and evaluation pipeline for physical tampering on traffic signs.

Figure 1
Benchmarking and evaluation pipeline for traffic sign recognition under
real-world physical tampering

The figure illustrates the proposed Dbenchmarking
framework, showing the workflow from real-world traffic sign
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data affected by physical tampering through annotation, model
evaluation, and comparative performance analysis using
accuracy and temporal stability metrics[7,8].

Discussion. Preliminary analysis suggests that occlusive
and additive pattern tampering cause the most severe
degradation, particularly for digit-based signs. Reflective
anomalies disproportionately affect nighttime performance.
Temporal analysis reveals that even when average accuracy
remains acceptable, prediction instability can persist over
multiple frames, posing challenges for downstream planning
modules. These findings underline the importance of
evaluating TSR systems beyond static accuracy metrics.

Limitations. The proposed Dbenchmark may initially be
limited in geographic coverage and sign standard diversity.
Severity annotation remains partially subjective despite
guidelines. Additionally, evolving vandalism patterns require
periodic dataset updates.

Conclusion This paper presents a standardized benchmark
for evaluating traffic sign recognition under real-world
physical tampering. By introducing a tampering taxonomy,
severity grading, and temporal stability metrics, the
framework addresses critical gaps between benchmark
evaluation and deployment reality. The proposed methodology
enables more transparent comparison of TSR systems and
supports the development of models better aligned with real-
world safety requirements. Future work will extend the
benchmark across regions, incorporate finer material-level
annotations, and explore uncertainty-aware and temporally
robust recognition models.
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