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Abstract. 
Traffic sign recognition (TSR) is a safety-critical component of driver-assistance and 

autonomous driving systems, yet it remains vulnerable to adversarial patch attacks that are 

physically realizable and effective under common viewing conditions. This paper investigates 

a robustness-oriented TSR approach that combines Vision Transformers (ViTs) with feature 

purification to suppress patch-induced feature contamination while preserving sign-relevant 

semantics. The method estimates patch influence at the token level and applies a lightweight 

purification mechanism to down-weight suspicious tokens and reinforce stable contextual 

cues prior to classification. A training protocol based on diverse synthetic patch 

augmentation and transformation-aware consistency regularization is described to improve 

generalization to unseen patch patterns and real-world transformations. The proposed 

evaluation reports clean accuracy, robust accuracy, and attack success rate under targeted 

and untargeted patch attacks with realistic geometric and photometric variations. The study 

aims to provide a practical defense layer that improves recognition reliability without 

redesigning existing TSR pipelines. 
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1. Introduction. Traffic sign recognition (TSR) plays a 
fundamental role in modern driver-assistance and autonomous 

driving systems, supporting critical decisions such as speed 

regulation, right-of-way management, and traffic compliance. 

Recent advances in deep learning have significantly improved 

TSR performance on benchmark datasets; however, ensuring 

reliable operation in real-world environments remains a major 

challenge. Variations in lighting, weather conditions, 

partial occlusions, and sign degradation can all negatively 

affect recognition accuracy. Beyond natural environmental 

factors, adversarial patch attacks have emerged as a practical 

and concerning threat to visual recognition systems. These 

attacks rely on localized, visually plausible patterns that 

can be physically applied to traffic signs or their 

surroundings, leading to confident yet incorrect predictions. 

Their robustness to viewpoint and illumination changes makes 

them particularly relevant in traffic scenarios, where safety 

and reliability are paramount [1- 4]. 

Vision Transformers (ViTs) have recently gained attention 

in visual recognition tasks due to their ability to model 

global contextual information through self-attention 

mechanisms. While this property offers advantages for 

recognizing partially occluded or complex visual patterns, 

ViT-based models are still susceptible to localized 

adversarial manipulations that can dominate internal 

representations and distort decision-making processes. In 

this context, improving the robustness of TSR systems requires 

approaches that address adversarial influence at the feature 

representation level rather than relying solely on input 

preprocessing or detection-stage defenses. This paper 

explores a ViT-based TSR framework enhanced with feature 

purification, aiming to reduce the impact of adversarial 

patches while preserving essential sign semantics. The 

proposed approach is designed to strengthen recognition 

reliability under adversarial and real-world conditions, 

contributing to safer deployment of TSR systems in intelligent 

transportation applications [5]. 

2. Proposed Method. The proposed defense is designed as 
an add-on robustness layer for traffic sign recognition that 

combines a Vision Transformer (ViT) backbone with feature 
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purification to reduce adversarial patch influence. Given a 

detected traffic sign crop, the image is first partitioned 

into fixed-size patches and encoded as a sequence of tokens 

processed by transformer blocks. Self-attention enables 

global context aggregation, which is beneficial when signs 

are partially occluded or captured under challenging 

backgrounds. However, localized adversarial patches may still 

hijack attention and contaminate internal representations, 

leading to confident misclassification. To mitigate this, the 

framework estimates patch influence at token level by 

producing a soft anomaly score for each token. The anomaly 

estimation relies on practical cues such as abnormal attention 

concentration and instability of token embeddings under mild 

transformations (e.g., small photometric or geometric 

perturbations). Tokens with higher anomaly scores are treated 

as suspicious and their contribution is reduced during 

subsequent processing. Feature purification is then applied 

to suppress patch-contaminated tokens and reinforce 

information from more reliable regions, producing a cleaner 

representation that preserves sign-relevant semantics before 

the final classifier head. This representation-level 

purification aims to stabilize predictions under both 

targeted and untargeted patch attacks without requiring 

changes to the upstream sign detection stage [6-8]. 

 

 
Figure 1 

Vision Transformer–based traffic sign recognition framework with feature 

purification 

 

As illustrated in Figure 1, the proposed framework 

estimates adversarial patch influence at token level and 
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applies feature purification before classification. 

3. Related work. Adversarial attacks in vision include 
pixel-level perturbations and physical attacks such as 

patches, posters, and stickers. Patch attacks are especially 

relevant for road scenarios because they are practical and 

resilient to viewpoint changes. Robustness research in TSR 

often focuses on corruptions and occlusions; however, patch 

attacks require defenses that address localized feature 

hijacking. ViTs have been explored for recognition and 

sometimes show improved robustness to certain distortions, 

yet they remain vulnerable to attention manipulation. Feature 

purification and representation denoising defenses aim to 

remove adversarial components at intermediate layers, which 

motivates our feature-level approach. 

4. Threat model, proposed approach, and evaluation 

overview. This study considers a traffic sign recognition 

system that predicts a sign category from an input image of 

a detected traffic sign. An adversarial patch attack is 

defined as a localized and visually plausible pattern placed 

on or near a traffic sign to induce incorrect or targeted 

misclassification. Such attacks are evaluated under 

physically realistic conditions, including changes in scale, 

rotation, perspective, illumination, blur, and compression. 

The main objective is to preserve high recognition accuracy 

on clean samples while reducing attack success and improving 

prediction reliability under adversarial and out-of-

distribution inputs. 

To achieve this, a robustness-oriented traffic sign 

recognition framework is proposed that integrates Vision 

Transformers with feature purification. The framework 

consists of a transformer-based backbone for feature 

extraction, a token-level mechanism to estimate adversarial 

patch influence, and a purification process that suppresses 

patch-contaminated representations while preserving sign-

relevant semantic information. This design focuses on 

mitigating internal feature corruption caused by adversarial 

patches rather than relying solely on input-level defenses. 

In the proposed approach, traffic sign images are processed 

as token sequences by transformer layers, enabling global 

context modeling through self-attention. While this supports 
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recognition under partial occlusion and complex backgrounds, 

adversarial patches may still distort attention 

distributions. Patch influence is therefore estimated using 

cues such as abnormal attention concentration and instability 

of token representations under mild image transformations. 

Tokens identified as suspicious are down-weighted, and 

feature purification reinforces information aggregated from 

more reliable regions to recover stable representations 

before classification [9]. 

The training strategy combines standard classification on 

clean data with robustness-oriented objectives, including 

synthetic patch augmentation and transformation-aware 

consistency regularization. Confidence calibration techniques 

are also applied to reduce overconfident predictions under 

adversarial conditions. Experimental evaluation is conducted 

on a standard traffic sign recognition benchmark, with 

additional testing under targeted and untargeted adversarial 

patch attacks of varying sizes, placements, and 

transformations. Performance is assessed using clean 

accuracy, robust accuracy, attack success rate, and 

calibration metrics, with comparisons against convolutional 

baselines, transformer models without purification, and 

simple input-level defenses. 

5. Results and discussion. The experimental results show 
that adversarial patches can substantially degrade traffic 

sign recognition performance, especially when evaluated under 

physically plausible transformations. Across baseline models, 

both targeted and untargeted attacks lead to a clear drop in 

robust accuracy and a corresponding increase in attack success 

rate. The degradation becomes more pronounced as patch size 

increases and when patches are positioned near visually 

salient regions of the sign, indicating that localized 

manipulations can reliably disrupt the features most 

responsible for classification. Transformations such as 

perspective warp and blur further amplify this effect by 

introducing additional appearance changes that make patch 

influence harder to separate from natural variations [10]. 

When feature purification is integrated into the vision 

transformer pipeline, robustness improves consistently across 

attack settings and transformation conditions. The token-
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level patch influence estimation helps prevent attention 

hijacking by limiting the contribution of suspicious tokens, 

which stabilizes intermediate representations and reduces 

confident misclassification. As a result, the proposed model 

achieves higher robust accuracy and lower attack success 

compared to transformer and convolutional baselines that do 

not include purification, while maintaining competitive clean 

accuracy on benign samples. These findings suggest that 

suppressing patch-induced contamination at the representation 

level is more effective than relying only on input-level 

preprocessing, which tends to provide limited and less stable 

gains against optimized patches. 

The training strategy also plays a decisive role in 

generalization to unseen attacks. Synthetic patch 

augmentation alone improves performance on similar patch 

patterns but can leave residual vulnerability to new textures, 

placements, or transformation combinations. Adding 

transformation-aware consistency regularization yields more 

stable predictions under mild perturbations and improves 

transfer to unseen patch variations, supporting the claim 

that robustness should be learned in a way that is invariant 

to common real-world viewing changes. In addition, confidence 

calibration reduces overconfident outputs under adversarial 

or ambiguous inputs, improving reliability for deployment 

scenarios where downstream modules may depend on trustworthy 

confidence signals. 

Overall, the results support the central hypothesis of 

this work: combining vision transformers with feature 

purification provides a practical defense against adversarial 

patch attacks in traffic sign recognition. The approach 

improves robustness under realistic conditions without 

requiring major changes to existing TSR pipelines, and it 

strengthens reliability by stabilizing predictions and 

moderating confidence under attack and distribution shift 

[11]. 

6. Conclusion. This paper examined the vulnerability of 
traffic sign recognition systems to adversarial patch attacks 

under physically plausible transformations and proposed a 

practical defense based on vision transformers and feature 

purification. By estimating patch influence at token level 
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and suppressing contaminated representations, the approach 

improves robust accuracy and reduces attack success while 

maintaining competitive clean performance. Transformation-

aware consistency and confidence calibration further 

strengthen generalization and reliability, supporting 

deployment in safety-critical intelligent transportation 

settings. Future work will focus on fully adaptive attacker 

evaluations and physical-world validation to confirm 

robustness under real roadside conditions. 
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